Name: Manasi Meshram
Batch: ML python batch 1

Major Project

Problem Statement :

Design a project from the MNIST dataset to identify digit classification using the SVM algorithm.


Explaination:

For this problem, we use the MNIST data which is a large database of handwritten digits. The 'pixel values' of each digit (image) comprise the features, and the actual number between 0-9 is the label.
Since each image is of 28 x 28 pixels, and each pixel forms a feature, there are 784 features. MNIST digit recognition is a well-studied problem in the ML community, and people have trained numerous models (Neural Networks, SVMs, boosted trees etc.) achieving error rates as low as 0.23% (i.e. accuracy = 99.77%, with a convolutional neural network).
Before the popularity of neural networks, though, models such as SVMs and boosted trees were the state-of-the-art in such problems.
We'll first explore the dataset a bit, prepare it (scale etc.) and then experiment with linear and non-linear SVMs with various hyperparameters.
We'll divide the analysis into the following parts:
Data understanding and cleaning Data preparation for model building Building an SVM model - hyperparameter tuning, model evaluation etc.

IDE: Google Colab
Packages used: 
1. Pandas
2. Numpy
3. Scikit-learn
4. Seaborn
Libraries used:
1. From sklearn.model_selection: train_test_split
2. From sklearn.preprocessing: Scale
3. From sklearn: Metrics
4. From sklearn.svm: SVC
5. From sklearn.model_selection: KFold
6. From sklearn.model_selection: cross_val_score
7. From sklearn.model_selection: GridSearchCV
8. From sklearn.model_selection: confusion_matrix
Solution:
1. We imported basic libraries
[image: ]
2. Using pandas we opened our dataset and initialised to variable df. Removing the Nan values we printed first 10 values of dataset. We also check the size of the dataframe.
[image: ]
[image: ]
3. While exploring data we checked for Nan values. The label column shows unique 10 entries(0 to 9) which our model has to identify. Using various data visualisation techniques we get ourselves familiarised with the data frame.[image: ]
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4. In the next section we examine few pixels using data visualisation techniques like learning the the number of times a certain pixel is shown in the dataframe, observing the density of a particular pixel.
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5. In label vs pixels section we use barplots to find relationship with label and their pixels.
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6. Using .imshow() function we can visualise a number between 0 to 9 using pixels.
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7. We check the heat map which shows all the nearby pixel values are correlated.
[image: ]
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8. In our data preparation section we find that our data is varying between 0 to 140 hence we scale it using  function and the split the data into train and test data.
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9. We build basic models for our problem statement. We first make linear model. The accuracy of this model was calculated out to be 91.18%.
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10. We now build non-linear model poly kernel whose accuracy was 88.98%.
[image: ]
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11. Other non-linear model rbf kernel was built and the accuracy was 93.59%. This model has the highest accuracy out of the above models hence we can choose hyperparameters corresponding to nonlinear rbf kernel.
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12. We now use SVC and set up GridSearchCV. Now we can fit our data into the model. Finally we find out cv results. Later we plot the values of C and the accuracy. We then calculate and print the optimal accuracy score and hyperparameters. The accuracy score is 94.19% and the hyperparameters are C: 100, gama:0.001.
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13. Using best values of hyperparameters we build and evaluate our rbf kernel model. The accuracy of this model is 94.49%. We can also visualise the numbers using imshow() function.
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14. We can now test our model and visualise the data. For clearer information about the dataset we also plotted a bar graph to see the distribution of prediction throughout the dataset.
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Conclusion:
After carefully exploring the data we found out that non-linear rbf kernel model is the best suited with highest accuracy(93.59%) for this problem statement. We calculated the optimal accuracy score and the best hyperparameters of this model which were 94.19% and C: 100, gama:0.001. Using these hyperparameter values we built our final model whose accuracy was 94.49%. 
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df[ '1abel’].value_counts()
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4351
4188
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iame: label, dtype: int64
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#visualising the column - labe:

sns.countplot(df[‘label'],palette = 'icefire')

/usr/local/lib/python3.7/dist-packages/seaborn/_decorators.py:43: FutureWarning: Pass the following variable as a keyword arg: x. From version 6.12, tl
FutureWarning
<matplotlib.axes._subplots.AxesSubplot at @x7f317baf6c10>
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/usr/local/1ib/python3.7/dist-packages/seaborn/_decorators .py:43:
o FutureWarning
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a ~ Examining few pixels

<
[41] y = pd.value_counts(df.values.ravel()).sort_index()
o N = len(y)
x = range(N)
width =0.
plt.figure(figsize=[8,8])
plt.bar(x, y, width, color="blue")
plt.title('Pixel Value Frequency (Log Scale)')
plt.yscale('log')
plt.xlabel('Pixel Value (-255)")
plt.ylabel("Frequency’)
Text(e, 0.5, 'Frequency’)
Pixel Value Frequency (
=
]
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[42] plt.figure(Figsize=(5,5))

sns.distplot(df[ ' pixel6ss’])
plt.show()

/usr/local/1ib/python3.7/dist-packages/seaborn/distributions.py:2557: FutureWarning: "distplot’ is a deprecated function and will be removed in a futur
warnings.warn(msg, FutureWarning)
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[43] plt.figure(figsize=(5,5))
sns. distplot(df['pixel6ss’])

/usr/local/1ib/python3.7/dist-packages/seaborn/distributions.py:2557: FutureWarning: ‘distplot’ is a deprecated function and will be removed in a futur

warnings.warn(msg, FutureWarning)
<matplotlib.axes._subplots.AxesSubplot at @x7f316defdede>
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a ~ Label vs pixels

<>
[44] sns.barplot(x="label’, y='pixel6s3’, data=df)
(]
<matplotlib.axes._subplots.AxesSubplot at @x7f316de673de>
label
=

B8 [45] sns.barplot(x='label’, y='pixel572', data=df)
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[45] sns.barplot(x="label’, y='pixels72’, data=df)
[m} <matplotlib.axes._subplots.AxesSubplot at @x7f316dd7ee5e>
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~ Visualising pixels
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< © one = df.iloc[2, 1:]
one = one.values.reshape(28,28)
(] plt.imshow(one)
plt.title("Digit 1")
> Text(e.s, 1.8, 'Digit 1')
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[47]

]

zero = df.iloc[1, 1:]
zero = zero.values.reshape(28,28)
plt.imshow(zero)
plt.title("Digit 6")

Text(e.5, 1.0, 'Digit @')
Digit 0

nine = df.iloc[11, 1:]
nine = nine.values.reshape(28,28)
plt. imshow(nine)
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[48] nine = df.iloc[11, 1:]
nine = nine.values.reshape(28,28)
plt.imshow(nine)
plt.title("Digit 9")

Text(8.5, 1.0, 'Digit 9')
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~ Checking Heat map

< [49] plt.figure(figsize=(15,15))
sns.heatmap(data=df.corr(),annot=False)
= <matplotlib.axes._subplots.AxesSubplot at @x7f316dbb4a5e>
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round(df.drop('label’, axis=1).mean(), 2).sort_values(ascending = False)

<
[50] # average feature values

] pd.set_option('display.max_rows', 999)
pixel6as .00
pixel643 .00
pixel617 .00
pixel616 .00
pixel727 .00
pixel728 .00
pixel729 .00
pixel73e .00
pixel731 .00
pixel7s2 .00
pixel753 .00
pixel7s4 .00
pixel7ss .00
pixel7s6 .00

= pixel7s7 .00
pixel7s8 .00

- pixel759 e.00
pixel760 .00
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[52]

[53]

# splitting into X and y
X = df.drop("label”, axis = 1)
y = df['label’]

ling the features
X_scaled = scale(X)

# train test split

X_train, X_test, y_train, y_test = train_test_split(X_scaled, y, train_size=

print('X_train shape:',X_train.shape)
print('y_train shape:',y_train.shape)
print('X_test shape:',X_test.shape)
print('y_test shape:',y_test.shape)

X_train shape: (8400, 784)
y_train shape: (8490,)
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<

[54] # linear model

o model_linear = SVC(kernel='linear')
model_linear.fit(X_train, y_train)

# predict
y_pred = model_linear.predict(X_test)

[55] # confusion matrix and accuracy, precision, recall

# accuracy

print("accuracy:", metrics.accuracy_score(y_truesy_test, y_preds=y_pred), "\n")

print(metrics. confusion_matrix(y_true=y_test, y_pred=y_pred))

accuracy: ©.9118452380952381

Cl [[322 @ 17 11 10 23 19 1 9 @]
[ e3642 13 6 5 10 2 5 33 5]
L] [ 36 31351 53 41 11 20 34 56 8]
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Q [56] #precision, recall and f1 re
scores=metrics.classification_report(y_test, y_pred, labels=[e, 1, 2, 3, 4, 5, 6, 7, 8, 9])

print(scores)

<
precision  recall fi-score support
o o 0.94 0.97 0.96 3292
1 0.94 0.98 0.96 3721
2 .88 0.1 .89 3341
3 .88 .89 .88 3456
4 .89 0.93 0.91 3254
5 0.89 .86 .87 351
6 0.9 0.94 0.95 3342
7 0.93 0.91 0.92 3530
8 0.1 .85 .88 3267
s .89 0.87 .88 3346
accuracy e.91 33600
macro avg 0.1 0.1 e.91 33600
weighted avg 0.91 0.91 e.91 33600
= This model gives 91.18% accuracy.
]
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<« [57] # non-linear model

# using poly kernel, C=1, default value of gamma
(]

# model

non_linear_model_poly = SVC(kernel='poly")

# fit

non_linear_model_poly.fit(X_train, y_train)

# predict

y_pred = non_linear_model_poly.predict(X_test)

[58] # confusion matrix and accuracy, precision, recall

# accuracy

print("accuracy:”, metrics.accuracy_score(y_true=y_test, y_pred=y_pred), "\n")
= #cn

print(metrics. confusion_matrix(y_true=y_test, y_pred=y_pred))
]
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[57] y_pred = non_linear_model_poly.predict(X_test)

Q
[58] # confusion matrix and accuracy, precision, recall
& =
print("accuracy:”, metrics.accuracy_score(y_true=y_test, y_pred=y_pred), "\n")
(]
print(metrics. confusion_matrix(y_true=y_test, y_pred=y_pred))
accuracy: .8890476190476191
[[2973 e 13 3 53 10 25 @ 212 3]
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[ 1 10 4138 31 27 5 13 285 35]
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[ 9 7 23 2 119 213034 o0 124 @]
[ 5 31 14 9 188 1 o288 57 343]
[ 11 16 19 35 25 32 4 2312 2]
[ 8 o 8 27 171 a4 e 3a 69 3016]]
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This model gives 88.90% accuracy.
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<> [59] # non-linear model

# using rbf kernel, C=1, default value of gamma
(]

# model

non_linear_model = SVC(kernel='rbf')

# fit

non_linear_model.fit(X_train, y_train)

# predict

y_pred = non_linear_model.predict(X_test)

[68] # confusion matrix and accuracy, precision, recall

# accuracy

print("accuracy:”, metrics.accuracy_score(y_true=y_test, y_pred=y_pred), "\n")
=) # em

print(metrics. confusion_matrix(y_truesy_test, y_pred=y_pred))
]

accuracy: 0.9359821428571429
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B (611 #orecision, recall and f1-score
scores=metrics.classification_report(y_test, y_pred, labels=[e, 1, 2, 3, 4, 5, 6, 7, 8, 9])
< print(scores)
recision  recall fl-score support
o P PP
o 0.97 0.98 0.97 3292
1 0.97 0.98 0.97 3721
2 0.83 0.95 .89 3341
3 0.94 0.91 0.92 3456
4 0.95 0.93 0.94 3254
5 0.94 0.92 0.93 351
6 0.9 0.96 0.96 3342
7 0.95 0.92 0.93 3530
s 0.95 0.91 0.93 3267
° 0.93 .90 0.91 3346
accuracy 0.9 33600
macro avg 0.94 0.94 0.9 33600
weighted avg .94 0.94 0.94 33600
=]
m  This model gives 93.59% accuracy. Since it gives the most accuracy we can choose hyperparameters corresponding to non-finear rbf models
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~ Grid search: Hyperparameter tuning

<> [62] # creating a KFold object with 5 splits
folds = KFold(n_splits = 5, shuffle = True, random_state = 161)

# specify range of hyperparameters

# Set the parameters by cross-validation

hyper_params = [ {'gamma': [@.01, ©.001,0.0001],
‘c': [1, 10, 100]}]

# specify model
model = SVC(kernel="rbf")

# set up Gridsearchcv()
model_cv = GridSearchCV(estimator = model,
param_grid = hyper_para
scorin
cv = folds,
verbose = 1,
=] return_train_score=True,n_jobs = -1)

‘accuracy’,

] # it the model
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t62] verbose = 1,

return_train_score=True,n_jobs = -1)

# it the model
model_cv.fit(X_train, y_train)

Fitting 5 folds for each of 9 candidates, totalling 45 fits
[Parallel(n_jobs=-1)]: Using backend LokyBackend with 2 concurrent workers.
[Parallel(n_jobs=-1)]: Done 45 out of 45 | elapsed: 31.6min finished
GridsearchCV(cv=KFold(n_splits=5, random_state=101, shuffle=True),
error_score=nan,
estimator=sVC(C=1.8, break_ties=False, cache_size=26@,
class_weight=None, coefe=6.,
decision_function_shape='ovr', degree=3,
gamma="scale’, kernel='rbf', max_iter=-1,
probability=False, random_state=None, shrinking=True,
tol=6.061, verbose=False),
iid="deprecated’, n_jobs=-1,
param_grid=[{'C’: [1, 16, 100], 'gamma’: [e.e1, 8.061, 0.0601]}],
pre_dispatch="2*n_jobs', refit=True, return_train_scors
scoring="accuracy’, verbose=1)

[63] # cv results

cv_results = pd.DataFrame(model_cv.cv_results_)
cv_results
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[63]

# cv resul:

cv_results = pd.DataFrame(model_cv.cv_results_)

cv_results

mean_fit_time std_fit_time mean_score_time

0 74.877156
1 18.792371
2 27586116
3 78.186112
a 16.152032

0.316497

0.389871

0.131768

1.226756

0.306340

13.080357

7.561783

10.104671

12.889829

6.645280

std_score_time

v

0054422 1
0123502 1
0.187397 1
0.230575 10
0.196928 10
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params
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001}

{c:1,
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0.001}
{c:1,
‘gamma’:
0.0001}

{c: 10,
‘gamma'’
001}
{c: 10,
‘gamma’:
0.001}

fc:10,

splite_test_score

0.742857

0.933333

0.902976

0.757143

0.947619
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[64] # converting C to numeric type for plotting on x-axis
& cv_results['param C'] = cv_results[ 'paran_C'].astype('int')
# # plotting
] plt.figure(figsize=(20,7))
# subplot 1/3
plt.subplot(131)
gamma_61 = cv_results[cv_results['param_ganma']==0.01]
plt.plot(ganma_61["paran_C"], gamma_1["mean_test_score"])
plt.plot(gamma_61["param_C"], gamma_01[“mean_train_score"])
plt.xlabel('C')
plt.ylabel('Accuracy’)
plt.title("Gamma=e.01")
plt.ylim([e.50, 1.1])
plt.legend(['test accuracy’, ‘train accuracy'], loc='upper left')
plt.xscale('log')
# subplot 2/3
= #
plt.subplot(132)
= gamma_0@1 = cv_results[cv_results[’paran_gamma’ ]
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[64]

# subplot 2/3
plt.subplot(132)
gamma_6e1 = cv_results[cv_results[’paran_gamma’

0.001]

plt.plot(ganma_ge1["paran_C"], gamma_6e1["mean_test_score"])
plt.plot(ganma_6e1["paran_C"], gamma_0@1["mean_train_score"])
plt.xlabel('C')

plt.ylabel('Accuracy')

plt.title("Gamma=e.001")

plt.ylim([e.50, 1.1])

plt.legend(['test accuracy’, 'train accuracy'], loc='upper left')
plt.xscale('log')

# subplot 3/3
plt.subplot(133)
gamma_6001 = cv_results[cv_results[ ‘param_gamma']

.0001]

plt.plot(ganma_0e1["paran_C"], gamma_@@1[“mean_test_score"])
plt.plot(gamma_0@@1[ “param_C"], gamma_8@@1["mean_train_score"])
plt.xlabel('C')

plt.ylabel(‘Accuracy’)

plt.title("Gamma=0.0001")

plt.ylim([e.5e, 1.1])
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[6s]
best_score = model_cv.best_score_

best_hyperparams = model_cv.best_params_

print( .format (best_score, best_hyperparams))

The best test score is .9419047619847619 corresponding to hyperparameters {'C': 100, ‘gamma’: 6.601}

Using the best values {'C' : 100, 'gamma’ : 0.001} we can build the final model
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A - Building and evaluating final model

<
[66] # model with optimal hyperparameters
(]
# model
model = SVC(C=10, gamma=0.001, kernel="rbf")
model. fit(X_train, y_train)
y_pred = model.predict(X_test)
# metrics
print("accuracy”, metrics.accuracy_score(y_test, y_pred), "\n:
print(metrics. confusion_matrix(y_test, y_pred), "\n")
accuracy ©.9449107142857143
[[3226 © 16 3 5 9 20 1 10 2]
[ 03644 24 6 6 7 7 6 18 3]
[ 206 123175 29 21 4 21 28 26 5]
= [ 4 12 1083197 6 55 2 14 38 20]
[ 4 8 58 ©3082 4 16 7 8 67]
- [ 15 13 43 52 102822 45 9 20 22]
[ 29 2 61 e 19 24319% e 11 e]
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[e6]
Q model . fit(X_train, y_train)
y_pred = model.predict(X_test)
<> # metrics
print("accuracy”, metrics.accuracy_score(y_test, y_pred), “\n")
(=] print(metrics. confusion_matrix(y_test, y_pred), "\n")
accuracy ©.9449107142857143
[[3226 e 16 3 5 9 2 1 18 2]
[ e3644 24 6 6 7 7 6 18 3]
[ 20 123175 29 21 4 21 28 26 5]
[ 4 12 1e8 3197 6 55 2 14 38 20]
[ 4 8 58 e3e82 4 16 7 8 67]
[ 15 13 43 52 102822 45 9 20 22]
[ 22 2 6 o 19 2a31% o 11 0]
[ 7 1B 71 13 26 4 2 336 5 78]
[ 20 26 56 45 14 37 15 143020 20]
[ 13 3 48 30 68 6 o 75 223081]]
B [68] # different class-wise accuracy ision, recall and fi-sc

scores=metrics.classification_report(y_test, y_pred, label
-] print(scores)

5 2,3,4,5,6,7,8,9])
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[68] # different class-wise accuracy - #precision, recall and fi-score
Q scores=metrics.classification_report(y_test, y_pred, labels=[0, 1, 2, 3, 4, 5, 6, 7, 8, 9])

print(scores)

< precision recall fl-score support
0 0.97 .98 .97 3292

o 1 .97 (X .98 3721
2 .87 0.95 .91 3341

3 0.95 0.93 .94 3456

4 .95 .95 .95 3254

5 0.95 0.92 0.94 3051

6 .96 0.96 0.96 3342

7 .96 .94 .95 3530

8 0.95 0.92 0.94 3267

9 0.93 0.92 .93 3346

accuracy 0.94 33600

macro avg .95 0.94 .04 33600

weighted avg .95 .94 .95 33600

The accuracy of our model is 94.49%

[69] # Let us visualize our final model on unseen training dataset
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[69]

# Let us visualize our final model on unseen training dataset
df = np.random.randint(1,y_pred.shape[8]+1,5)

plt.figure(figsize=(16,4))
for i,j in enumerate(df):
plt.subplot(150+i+1)
d = X_test[j].reshape(28,28)
plt.title(f'Predicted Label: {y_pred[j]}')
plt. imshow(d)
plt.show()
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~ testing the model

<>
o [76] #import file and reading few lines
test_df = pd.read_csv('digit_svm.csv')
del test_df["label"]
test_df.head(10)
pixel® pixell pixel2 pixel3 pixel4 pixel5 pixel6 pixel7 pixel8 pixel9 pixell® pixelll pixell2 pixell3 pixell4 pixell5 pixell6 pixell7
0 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (] Q
1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 Q
2 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (] Q
3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 Q
4 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (] Q
5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 Q
= 6 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (] Q
= 7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 Q
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7]

[72]

73]

[74]

[751

test_df.shape

(42000, 784)

test_df.info()

<class 'pandas.core.frame.DataFrame’>
RangeIndex: 42080 entries, @ to 41999
Columns: 784 entries, pixel® to pixel783
dtypes: int64(784)

memory usage: 251.2 M8

# scaling the features
test_scaled = scale(test_df)

#model . predi

test_predict = model.predict(test_scaled)

# Plotting the distribution of prediction
a = {'Imageld': np.arange(1,test predict.shape[@]+1), 'Label': test predict}
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[75] # Plotting the distribution of prediction

a = {'Imageld': np.arange(1,test_predict.shape[@]+1), 'Label': test_predict}
data_to_export = pd.DataFrame(a)

sns. countplot(data_to_export['Label'], palette = 'icefire’)

/usr/local/1ib/python3.7/dist-packages/seaborn/_decorators.py:43: FutureWarning: Pass the following variable as a keyword arg: x. From version 8.12, tt
FutureWarning
<matplotlib.axes._subplots.AxesSubplot at @x7f316d531450>

4000

1000
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176]

# Let us visuali

few of predicted
df = np.random.randint(1, test_predict.shape[@]+1,5)

plt.figure(figsize=(16,4))

for 1,j in enumerate(df):
plt.subplot(15e+i+1)
d = test_scaled[j].reshape(28,28)
plt.title(f'Predicted Label: {test_predict[j]}')
plt. imshow(d)

plt.show()
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~ import necessary libraries

<

(] 1

import pandas as pd

import numpy as np

import matplotlib.pyplot as plt
import seaborn as sns
sns.set()

from
from
from
from
from
from
from
from

sklearn.preprocessing import scale
sklearn.model_selection import train_test_split
sklearn import metrics

sklearn.metrics import confusion_matrix
sklearn.svm import SVC

sklearn.model_selection import KFold
sklearn.model_selection import cross_val_score
sklearn.model_selection import GridSearchCV

» import data file
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TV = s o

a ~ import data file

<>
[31] df = pd.read_csv('digit_svm.csv')
() df.dropna() #remove Nan values
df.head(10)

label pixel® pixell pixel2 pixel3 pixel4 pixel5 pixel6 pixel7 pixel8 pixel9 pixell® pixelll pixell2 pixell3 pixell4 pixell5 pixell6

o 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
2 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3 4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
= 6 7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
m 7 3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
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+ Code + Text v sk m— ¥ # Editing A~
[31] (] 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
Q 1 0 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (]
<> 2 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3 4 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (]
] 4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5 0 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (]
6 7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
7 3 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (]
8 5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
9 3 0 (] 0 0 (] 0 0 0 (] 0 0 (] 0 0 0 0 (]
10 rows x 785 columns
| ]
[32] df.shape
= (42000, 785)
>
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+ Code + Text v sk m— ¥ # Editing A~
~ data exploration
N [33] df.info()
(] <class ‘'pandas.core.frame.DataFrame’>
RangeIndex: 42000 entries, @ to 41999
Columns: 785 entries, label to pixel783
dtypes: int64(785)
memory usage: 251.5 MB
[34] df.describe(percentiles = [0.65,0.10,0.25,0.50,0.75,0.90,0.99])
label pixel® pixell pixel2 pixel3 pixeld pixel5 pixelé pixel7 pixel8 pixel9 pixell® pixelll pixell2 pixell3
count 42000.000000 42000.0 42000.0 42000.0 42000.0 42000.0 42000.0 42000.0 42000.0 42000.0 42000.0 42000.0 42000.0 42000.00000 42000.000000 42
mean 4.456643 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00300 0.011190
std 2.887730 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.56812 1.626927
=) min 0.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00000 0.000000
= 5% 0.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00000 0.000000
10% 1 000000 0o 0o 0o 0o 0o 0o 0o 0o 0o 0o 0o 0o 000000 0 000000
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+ Code + Text v sk m— ¥ # Editing A~
25% 2.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00000 0.000V0L
[34]
[o} 50% 4.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00000 0.000000
5% 7.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00000 0.000000
<>
90% 8.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00000 0.000000
(] 99% 9.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.00000 0.000000
max 9.000000 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 116.00000 254.000000
12 rows x 785 columns
| ]
[36] #checking for null values
round(100*(df.isnull().sum()/(len(df.index))),2).sort_values(ascending = False)
pixel571 e.e
pixel570 e.e
pixel569 e.e
pixel568 e.e
pixel567 e.e
pixel566 e.e
= pixel565 e.e
pixel539 e.e
pixel537 e.e
= pixel4oe e.e
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